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There's more…

Understanding the PyCUDA memory model 
with matrix manipulation
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How to do it…

void SequentialMatrixMultiplication(float*M,float *N,float *P, int 
width)
{
  for (int i=0; i< width; ++i)
      for(int j=0;j < width; ++j) {
          float sum = 0;
          for (int k = 0 ; k < width; ++k) {
              float a = M[I * width + k];
              float b = N[k * width + j];
              sum += a * b;
                     }
         P[I * width + j] = sum;
    }
}
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import numpy as np
from pycuda import driver, compiler, gpuarray, tools

# -- initialize the device
import pycuda.autoinit

kernel_code_template = """
__global__ void MatrixMulKernel(float *a, float *b, float *c)
{
    int tx = threadIdx.x;
    int ty = threadIdx.y;
    float Pvalue = 0;
    for (int k = 0; k < %(MATRIX_SIZE)s; ++k) {
        float Aelement = a[ty * %(MATRIX_SIZE)s + k];
        float Belement = b[k * %(MATRIX_SIZE)s + tx];
        Pvalue += Aelement * Belement;
    }

    c[ty * %(MATRIX_SIZE)s + tx] = Pvalue;
}
"""
MATRIX_SIZE = 5

a_cpu = np.random.randn(MATRIX_SIZE, MATRIX_SIZE).astype(np.float32)
b_cpu = np.random.randn(MATRIX_SIZE, MATRIX_SIZE).astype(np.float32)
c_cpu = np.dot(a_cpu, b_cpu)
a_gpu = gpuarray.to_gpu(a_cpu) 
b_gpu = gpuarray.to_gpu(b_cpu)

c_gpu = gpuarray.empty((MATRIX_SIZE, MATRIX_SIZE), np.float32)

kernel_code = kernel_code_template % {
    'MATRIX_SIZE': MATRIX_SIZE 
    }
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mod = compiler.SourceModule(kernel_code)

matrixmul = mod.get_function("MatrixMulKernel")

matrixmul(
    a_gpu, b_gpu, 
    c_gpu, 
    block = (MATRIX_SIZE, MATRIX_SIZE, 1),
    )

# print the results
print "-" * 80
print "Matrix A (GPU):"
print a_gpu.get()

print "-" * 80
print "Matrix B (GPU):"
print b_gpu.get()

print "-" * 80
print "Matrix C (GPU):"
print c_gpu.get()

print "-" * 80
print "CPU-GPU difference:"
print c_cpu - c_gpu.get()

np.allclose(c_cpu, c_gpu.get())

C:\Python CookBook\Chapter 6 - GPU Programming with Python\python 
PyCudaMatrixManipulation.py

-------------------------------------------------------------------------

Matrix A (GPU):

[[ 0.90780383 -0.4782407   0.23222363 -0.63184392  1.05509627]

 [-1.27266967 -1.02834761 -0.15528528 -0.09468858  1.037099  ]

 [-0.18135822 -0.69884419  0.29881889 -1.15969539  1.21021318]

 [ 0.20939326 -0.27155793 -0.57454145  0.1466181   1.84723163]

 [ 1.33780348 -0.42343542 -0.50257754 -0.73388749 -1.883829  ]]

-------------------------------------------------------------------------
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Matrix B (GPU):

[[ 0.04523897  0.99969769 -1.04473436  1.28909719  1.10332143]

 [-0.08900332 -1.3893919   0.06948703 -0.25977209 -0.49602833]

 [-0.6463753  -1.4424541  -0.81715286  0.67685211 -0.94934392]

 [ 0.4485206  -0.77086055 -0.16582981  0.08478995  1.26223004]

 [-0.79841441 -0.16199949 -0.35969591 -0.46809086  0.20455229]]

-------------------------------------------------------------------------

Matrix C (GPU):

[[-1.19226956  1.55315971 -1.44614291  0.90420711  0.43665022]

 [-0.73617989  0.28546685  1.02769876 -1.97204924 -0.65403283]

 [-1.62555301  1.05654192 -0.34626681 -0.51481217 -1.35338223]

 [-1.0040834   1.00310731 -0.4568972  -0.90064859  1.47408712]

 [ 1.59797418  3.52156591 -0.21708387  2.31396151  0.85150564]]

-------------------------------------------------------------------------

CPU-GPU difference:

[[  0.00000000e+00   0.00000000e+00   0.00000000e+00  -5.96046448e-08

    0.00000000e+00]

 [  0.00000000e+00   5.96046448e-08   0.00000000e+00   0.00000000e+00

    5.96046448e-08]

 [ -1.19209290e-07   2.38418579e-07   0.00000000e+00  -5.96046448e-08

    0.00000000e+00]

 [  0.00000000e+00   0.00000000e+00  -2.98023224e-08  -5.96046448e-08

    0.00000000e+00]

 [  1.19209290e-07   0.00000000e+00   0.00000000e+00   0.00000000e+00

    0.00000000e+00]]

How it works…

MATRIX_SIZE = 2
a_cpu = np.random.randn(MATRIX_SIZE, MATRIX_SIZE).astype(np.float32)
b_cpu = np.random.randn(MATRIX_SIZE, MATRIX_SIZE).astype(np.float32)
c_cpu = np.dot(a_cpu, b_cpu)
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gpuarray.
to_gpu()

a_gpu = gpuarray.to_gpu(a_cpu) 
b_gpu = gpuarray.to_gpu(b_cpu)
c_gpu = gpuarray.empty((MATRIX_SIZE, MATRIX_SIZE), np.float32)

__global__ void MatrixMulKernel(float *a, float *b, float *c)
{
    int tx = threadIdx.x;
    int ty = threadIdx.y;
    float Pvalue = 0;

    for (int k = 0; k < %(MATRIX_SIZE)s; ++k) {
        float Aelement = a[ty * %(MATRIX_SIZE)s + k];
        float Belement = b[k * %(MATRIX_SIZE)s + tx];
        Pvalue += Aelement * Belement;
    }

    c[ty * %(MATRIX_SIZE)s + tx] = Pvalue;
}

__global__

threadIdx.x threadIdy.y

i 
j
threadIdx.x threadIdx.y

MatrixMulKernel

mod = compiler.SourceModule(kernel_code)
matrixmul = mod.get_function("MatrixMulKernel")
matrixmul(
    a_gpu, b_gpu, 
    c_gpu, 
    block = (MATRIX_SIZE, MATRIX_SIZE, 1),
    )
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c_cpu c_gpu

print "-" * 80
print "CPU-GPU difference:"
print c_cpu - c_gpu.get()

np.allclose(c_cpu, c_gpu.get())

Kernel invocations with GPUArray

pycuda.compiler.SourceModule(kernel_source, nvcc="nvcc", options=None, 
other_options)

kernel_source

pycuda.gpuarray.GPUArray

class pycuda.gpuarray.GPUArray(shape, dtype, *, allocator=None, 
order="C")

numpy.ndarray
shape dtype

gpuarray

>>> import pycuda.gpuarray as gpuarray

>>> from numpy.random import randn

>>> from numpy import float32, int32, array

>>> x = randn(5).astype(float32)

>>> x_gpu = gpuarray.to_gpu(x)
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gpuarray

>>> xarray([-0.24655211,  0.00344609,  1.45805557,  0.22002029,  
1.28438667])

>>> x_gpuarray([-0.24655211,  0.00344609,  1.45805557,  0.22002029,  
1.28438667])

How to do it…

import pycuda.gpuarray as gpuarray
import pycuda.driver as cuda
import pycuda.autoinit
import numpy

a_gpu = gpuarray.to_gpu(numpy.random.randn(4,4).astype(numpy.float32))
a_doubled = (2*a_gpu).get()
print a_doubled
print a_gpu

C \Python Parallel Programming INDEX\Chapter 6 - GPU Programming wit
h Python\python PyCudaGPUArray.py
ORIGINAL MATRIX
[[-0.60254627  1.16694951  1.48510635 -1.46718287  2.11878467]
 [ 2.63159704 -3.6541729   2.44197178 -1.12101364  0.22178674]
 [-0.87713826 -1.9803952   0.98741448 -2.83859134 -1.55612338]
 [ 0.79552311 -0.25934356 -1.12207913 -0.21778747 -4.0459609 ]
 [-1.74858582  1.34928024 -2.55908132  2.22259712  0.82242775]]

DOUBLED MATRIX AFTER PyCUDA EXECUTION USING GPUARRAY CALL
[[-0.30127314  0.58347476  0.74255317 -0.73359144  1.05939233]
 [ 1.31579852 -1.82708645  1.22098589 -0.56050682  0.11089337]
 [-0.43856913 -0.9901976   0.49370724 -1.41929567 -0.77806169]
 [ 0.39776155 -0.12967178 -0.56103957 -0.10889374 -2.02298045]
 [-0.87429291  0.67464012 -1.27954066  1.11129856  0.41121387]]
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How it works…

import pycuda.gpuarray as gpuarray
import pycuda.driver as cuda
import pycuda.autoinit
import numpy

a_gpu

a_doubled = (2*a_gpu).get()

a_doubled get()

print a_doubled

There's more…
pycuda.gpuarray.GPUArray

pycuda.cumath

pycuda.curandom

Evaluating element-wise expressions with 
PyCUDA

PyCuda.elementwise.ElementwiseKernel

ElementwiseKernel(arguments,operation,name,optional_parameters)

 arguments

 operation

 name

 optional_parameters
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How to do it…
ElementwiseKernel

input_vector_a input_vector_b

import pycuda.autoinit
import numpy
from pycuda.curandom import rand as curand
from pycuda.elementwise import ElementwiseKernel
import numpy.linalg as la

input_vector_a = curand((50,))
input_vector_b = curand((50,))
mult_coefficient_a = 2
mult_coefficient_b = 5

linear_combination = ElementwiseKernel(
        "float a, float *x, float b, float *y, float *c",
        "c[i] = a*x[i] + b*y[i]",
        "linear_combination")

linear_combination_result = gpuarray.empty_like(input_vector_a)
linear_combination(mult_coefficient_a, input_vector_a,\
                   mult_coefficient_b, input_vector_b,\
                   linear_combination_result)

print ("INPUT VECTOR A =")
print (input_vector_a)

print ("INPUT VECTOR B = ")
print (input_vector_b)

print ("RESULTING VECTOR C = ")
print linear_combination_result

print ("CHECKING THE RESULT EVALUATING THE DIFFERENCE VECTOR BETWEEN C 
AND THE LINEAR COMBINATION OF A AND B")
print ("C - (%sA + %sB) = "%(mult_coefficient_a,mult_coefficient_b))
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print (linear_combination_result - (mult_coefficient_a*input_vector_a\
                                    + mult_coefficient_b*input_
vector_b))
assert la.norm((linear_combination_result - \
                (mult_coefficient_a*input_vector_a +\
                 mult_coefficient_b*input_vector_b)).get()) < 1e-5

C:\Python CookBook\Chapter 6 - GPU Programming with Python\ >python 
PyCudaElementWise.py
INPUT VECTOR A =
[ 0.73191601  0.7004351   0.87159222  0.49621502  0.19640177  
0.75579387
  0.35208538  0.97497243  0.36948711  0.34328628  0.06811771  
0.04270195
  0.15690483  0.39899695  0.2927697   0.36201504  0.09503061  
0.45646626
  0.35608584  0.01598917  0.75943208  0.49343511  0.79146844  
0.33111155
  0.18454118  0.83971804  0.01466237  0.77959627  0.54659295  
0.4575595
  0.55539894  0.23285247  0.14676388  0.72028935  0.87861985  
0.13928016
  0.18071586  0.8029055   0.05551658  0.49400434  0.40941685  
0.55373788
  0.07541087  0.55443048  0.19723719  0.72457349  0.46491891  
0.65380263
  0.93845034  0.27472526]
INPUT VECTOR B =
[ 0.29464501  0.21645674  0.93407696  0.48678038  0.71135205  
0.0588627
  0.99216938  0.879906    0.07517455  0.84360296  0.57358545  
0.73907417
  0.06841258  0.1816148   0.53327322  0.30980903  0.96774238  
0.90884209
  0.39139062  0.97678316  0.41284555  0.17893282  0.47421032  
0.13706622
  0.62038481  0.22524452  0.67131585  0.06617502  0.02492006  
0.99894243
  0.28288943  0.55505407  0.14323047  0.54854101  0.2742492   
0.01146096
  0.45902726  0.03561942  0.78358203  0.32014725  0.13187674  
0.42909116
  0.2633251   0.07679776  0.80823648  0.57373965  0.40740359  
0.26024994
  0.61452144  0.46388686]
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RESULTING VECTOR C =
[ 2.93705702  2.48315382  6.41356945  3.42633176  3.94956398  
1.80590129
  5.6650176   6.34947491  1.11484694  4.90458727  3.00416279  
3.78077483
  0.65587258  1.70606792  3.25190544  2.2730751   5.02877283  
5.45714283
  2.6691246   4.91589403  3.58309197  1.88153434  3.95398855  
1.34755421
  3.47100639  2.80565882  3.38590407  1.89006758  1.21778619  
5.90983152
  2.52524495  3.24097538  1.00968003  4.18328381  3.12848568  
0.33586511
  2.65656805  1.78390813  4.02894306  2.58874488  1.47821736  
3.25293159
  1.46744728  1.49284983  4.43565702  4.31784534  2.96685553  
2.60885501
  4.94950771  2.86888456]
CHECKING THE RESULT EVALUATING THE DIFFERENCE VECTOR BETWEEN C AND THE 
LINEAR COMBINATION OF A AND B
C - (2A + 5B) =
[ 0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  
0.
  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  
0.
  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.]

How it works…

from pycuda.elementwise import ElementwiseKernel

input_vector_a input_
vector_b curandom

from pycuda.curandom import rand as curand

input_vector_a = curand((50,))
input_vector_b = curand((50,))
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mult_coefficient_a = 2
mult_coefficient_b = 5

ElementwiseKernel

linear_combination = ElementwiseKernel(
        "float a, float *x, float b, float *y, float *c",
        "c[i] = a*x[i] + b*y[i]",
        "linear_combination")

        "float a, float *x, float b, float *y, float *c",

i  

  "c[i] = a*x[i] + b*y[i]",

linear_combination ElementwiseKernel

 

linear_combination_result = gpuarray.empty_like(input_vector_a)
Finally evaluate the kernel:
linear_combination(mult_coefficient_a, input_vector_a,\
                   mult_coefficient_b, input_vector_b,\
                   linear_combination_result)

assert la.norm((linear_combination_result - \
                (mult_coefficient_a*input_vector_a +\
                 mult_coefficient_b*input_vector_b)).get()) < 1e-5

assert false

There's more…
curand

http://documen.tician.de/
pycuda


